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A given infrastructure may become transparent, but a number of significant political, 
ethical and social choices have without doubt been folded into its development— and this 
background needs to be understood if we are to produce thoughtful analyses of the nature 
of infrastructural work.

— Star and Bowker (2006, 233)

Nearly twenty years ago, Tim Berners- Lee (2000)— the inventor of the World Wide 
Web— proclaimed his vision of an intelligent networked infrastructure that will 
equip computers with common sense, automated reasoning, and the capacity to 
communicate with a variety of other electronic devices.1 At that time, Berners- Lee 
described it as a “web of data”— a “web of everything we know and use from day to 
day” (183)— equipped with logic that communicates the meaning of the data to the 
computer.2 This meaning- centered “semantic” infrastructure “can assist the evolu-
tion of human knowledge as a whole” (Berners- Lee et al. 2001). And once again, just 
like in 1989, when he initiated the development of global hypertext at CERN, “it’s 
going to be a grassroots thing” (Berners- Lee 2000, 195). The decentralized architec-
ture of the emerging semantic infrastructure intends to allow for the coexistence of 
a plurality of perspectives and multiple worldviews. In contrast to earlier expert- 
driven knowledge representation systems, the inclusion of multiple sources and of 
peer- produced knowledge reflects the idea of a more inclusive and democratic 
process of knowledge generation.

Semantic technology is a key component of artificial intelligence (AI). Research 
that contributes to the field of semantic computing is conducted in different areas 
such as data mining, computational linguistics, and machine learning and overlaps 
with fields and applications such as linked data or context- aware devices. To endow 
machines “with human- like understanding of certain problem domains has been 
and still is a main goal of artificial intelligence research” (Cimiano 2014, v). Seman-
tic computing has adapted the AI technologies of the 1980s to the vast web resources 
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of the beginning of the 21st century (Sowa 2011). Early AI approaches mostly used 
deductive inference aimed at deriving theorems from axioms. The open, distrib-
uted, and inherently incomplete nature of the semantic infrastructure has entailed 
an increasing interest in machine learning techniques. These techniques use induc-
tive inference that generalizes from a gradually increasing set of observed instances 
(Ławrynowicz and Tresp 2014, 47). Machine learning evolves based on its exposure 
to an ever- increasing amount of data. However, “a crucial question is how high the 
cost actually is for encoding all the relevant knowledge in such a way that it can be 
exploited by machines for automatic reasoning” (Cimiano 2014, v).

In the past ten years, there has been a massive increase in semantically struc-
tured data. Semantics is used everywhere from Facebook and Google to Linked 
Open Data and Apple’s Siri. Given the huge amounts of open and private data that 
are “out there,” the high performance of existing computer networks, and the sig-
nificant increase in research funding in the field, semantic computing is moving 
from simple text mining toward deep text understanding.3 As a consequence, rep-
resentations of the knowledge available in databases and on the Internet can 
evolve more easily from simple classifications to “richly axiomatized top- level for-
malisations” (Lehmann and Völker 2014, ix). The engineering of such ordering 
systems or “ontologies” can be done from the ground up, particularly when a do-
main’s conceptual relations are highly complex.4 But researchers seek semiauto-
mated processes to construct ontologies, notably to reduce the overhead costs for 
human participation in the overall process. Simply said, ontology engineering is a 
way of reworking (domain- specific) knowledge in informational terms (Ribes and 
Bowker 2009, 200). Examples include domain ontologies such as the “disease on-
tology” that integrates extensive vocabularies of specific knowledge domains, 
“terrorism ontologies,” or the “friend- of- a- friend ontology” that supports social 
network analysis, and DBpedia, which extracts structured information from Wiki-
pedia, classifies it in a consistent ontology, and, in this way, makes information 
across multiple resources available for semantic query. Ontologies of everyday 
commonsense knowledge seek to perform human- like reasoning based on a “for-
mal representation of the universe of discourse” (Indiana University Bloomington 
2016). The latter are particularly interesting due to their inherent power relevant 
dimensions: commonsense knowledge may not be subject to or backed by scien-
tific findings or expert knowledge, but it represents widely uncontested knowledge 
that has become hegemonic in a particular geohistorical context. It implicitly in-
forms our everyday practices and ad hoc decisions. In her political theory of the 
everyday, Brigitte Bargetz (2014, 2016) describes everyday practices as a crucial 
site of political contestation: they are how power structures are enacted (2016, 
208). The everyday is “a mode of exercising power” (2016, 35) that, at the same 
time, carries a potential for agency and political resistance.

In this chapter, I argue that the semantic infrastructure coemerges with a set of 
epistemic and economic practices that require careful scrutiny of their multilay-
ered and entangled political implications. Representing knowledge in ontologies 
in terms of axiomatic relationships between the objects and concepts in a domain 
and designing (semi)automated methods to reason about these relations reflects a 
particular way of conceptualizing the world. It is part of a sociomaterial process in 
which classifications, standards, (meta)data, and methods coemerge with pro-
cesses of signification that reconstitute and/or shift hegemonic ecologies of knowl-
edge (Bowker and Star 1999). These processes of signification materialize in 
hybrid practices that rely on algorithmic agencies and the human labor of various 
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actors. Scholars in ontology engineering and related semantic techniques suggest 
integrating “the human in the loop” so as to overcome technological challenges 
posed by the use of natural language that includes irony, sarcasm and slang, the 
imprecision of human knowledge, and the problem of decoding nontextual data 
such as images, videos, and speech. In particular, they suggest a division of infra-
structural work between ontology engineers, domain experts, and other “high- 
quality human components” (ISWC 2013). This chapter presents an ethnographic 
study into practices of infrastructuring through techniques of semantic comput-
ing. Based on the example of building commonsense ontologies, it focuses on dif-
ferent modalities of power that interlock in these practices and thus (re)constitute 
phenomena of difference and structural inequality.

Infrastructuring and the Apparatus of Semantic Computing

During the past two decades, scholars in science and technology studies (STS), 
 information systems, and computer- supported cooperative work have examined 
how information systems and infrastructures emerge with a set of practices that 
relate different knowledge areas— and thus also their sociopolitical implications—to 
each other (e.g., Star and Ruhleder 1996; Edwards et al. 2009). The notion of infor-
mation infrastructure succeeds that of information systems and more strongly em-
phasizes the emergent aspects of networked environments (Hanseth et al. 1996). 
Infrastructures are “pervasive enabling resources in network form” consisting of 
static and dynamic elements (Bowker et al. 2010, 98). They are designed as exten-
sions and improvements of existing infrastructures and are evolving over time 
(Hanseth 2010). Therefore, the focus of study has moved from artifacts to the work 
of designing “infrastructure as a contextual ‘relation’ rather than a ‘thing’ ” (Karasti 
et al. 2016, 4; see Monteiro et al. 2013). “By their nature knowledge infrastructures 
are often accrued/layered and dispersed rather than discrete identifiable objects” 
(Karasti et al. 2016, 7). Star and Bowker (2006) have used the notion of “infrastruc-
turing” to emphasize that infrastructure relates to the people who design, main-
tain, and use it. Infrastructure is embedded: it “is sunk into, inside of, other 
structures, social arrangements and technologies” and “takes on transparency by 
plugging into other infrastructures and tools in a standardized fashion” (231). It is 
invisible “almost by definition, disappearing into the background along with the 
work and the workers that create or maintain them” (Karasti et al. 2016, 8).

These characteristics point to the multilayered apparatus that is in place for a 
semantic infrastructure to emerge. This apparatus comprises the existing web 
architecture turning into the new infrastructure, the software tools (e.g., ontol-
ogy editors), the methods and practices that are explored and tailored (e.g., ontology 
learning and semantic annotation), the data stored in clouds and databases and 
collected in social media and by devices such as cameras, microphones, and sen-
sors, and the standards and protocols orchestrating this data- driven restructur-
ing of the web (e.g., RDF standards). Nonetheless, the apparatus includes narratives 
of an economically beneficial and smart future growing from epistemic traditions 
in computer science and AI research, but also socioeconomic and political struc-
tures and practices that embed and coemerge with these technological enact-
ments. All this appears to be held together by affective investments into a spirit of 
collectivity and peer production (Allhutter and Bargetz 2017). These intertwined 
structures, standards, materialities, practices, and affects configure a sociomate-
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rial apparatus that is historically contingent and performative and, thus, deeply 
political. The STS- inspired study of information systems and knowledge infra-
structures has a long- standing tradition of questioning power relations. Two in-
tersecting issues are pertinent in the study of infrastructure and also crucial for 
my research: The first problem involves the power of infrastructure itself, which 
has been analyzed by considering the ways that classification and standardization 
shape knowledge practices (e.g., Bowker and Star 1999; Bowker 2008). In particu-
lar, Parmiggiani and Monteiro (this volume) elaborate on the performativity of 
digital infrastructures by revealing how digital representation can perform a non- 
neutral order of knowledge that is tied to stakeholder interests. A second aspect 
involves the development of infrastructures that has been politicized in terms of 
the relations of labor it (re)produces. This research examines the invisible work of 
making, maintaining, and repairing infrastructures (Suchman 1995; Jackson 
2014; Goëta and Davies 2016) and the question of which work is made visible or 
invisible by infrastructures (Star and Strauss 1999; Lin et al. 2016).

Tying in with this research, I also sharpen the concepts of power I use to grasp 
the sociomaterial entanglements that my notion of the apparatus of semantic com-
puting alludes to. In this spirit, I refer to different modalities of power. Karen 
Barad’s (2003) notion of material- discursive performativity conceptualizes the “do-
ings” and agential capacities of intertwined discursive and material relations that 
come to bear in processes of “mattering” (i.e., entangled processes of signification, 
materialization, and embodiment). The political nature of infrastructure becomes 
visible by analyzing how information infrastructures or particular enactments of 
an infrastructure coemerge with societal structures, individuals, bodies, and their 
knowledge practices. In Barad’s view, some things, views, practices matter— they 
are made possible— and others are excluded and do not materialize.5 The performa-
tivity of infrastructure and its agentive capacities show in the way in which it 
 accommodates some practices, people, and viewpoints more than others (Star 
1990; Star and Ruhleder 1996).

However, Barad’s concept does not analytically grasp how these processes of 
mattering are interwoven with social power relations that congeal in the “interme-
diate structures of political economy and broader macro- level systems” (Coole 2013, 
453). When elaborating on the inseparability of processes of knowing and being 
(Barad 2007) and on questions of in/visible labor, I suggest that the notion of ideologi-
cal practices and the concept of hegemony add important analytical perspectives to 
the study of sociomaterial practices. The concept of ideology refers to how social 
practices reproduce capitalist relations of production. According to Marxist theory, 
practices arise from and reflect the material conditions in which they are generated. 
These practices express social relations and the resulting contradictions between 
different social groups or classes. This means that in capitalism, practices are ideo-
logical and position subjects in a society- in- dominance. For instance, Astrid Mager 
(2014) has analyzed how corporate search engines manifest capitalist value systems 
in search technology and how they spread through algorithmic logics. The existence 
of ideology is material “because it is inscribed in practices” (Hall 1985, 100)— in work 
practices and everyday practices such as developing and using information infra-
structures. The structure of social practices is therefore not random or immaterial. 
Practices are how a structure is actively produced. Antonio Gramsci’s (1971) work 
on hegemony shows that capitalism is (re)produced not by force and economic prin-
ciples but by people’s consent, through their beliefs and everyday practices. If a dis-
course or practice is uncontested, it means that “subjects have come to forget the 
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contingency of a particular articulation and have accepted it and its elements as 
necessary or natural” (West 2011, 418). I suggest that ideological practices and hege-
mony are useful concepts to identify the structural dynamics of historically contin-
gent (post- Fordist) politico- economic systems and to zoom in on how these dynamics 
“intra- act” (Barad 2003, 815) with current practices of semantic infrastructuring 
(see also Fukushima 2016).6 Barad’s concept of material- discursive performativity, 
however, helps to grasp not only how human- machine practices are situated, em-
bodied, and material, but also how they unfold discursively and materially to situate 
different bodies differently.

Ontology Engineering as a Hybrid Practice

In computer science, ontologies are “a formal, explicit specification of a shared con-
ceptualization” (Studer et al. 1998, 184, building on Gruber 1995). They are a means 
to model the structure of a system, to identify “the objects, concepts, and other enti-
ties that are assumed to exist in some area of interest and the relationships that hold 
among them” (Gruber 1995, 907). In simple terms, building ontologies involves gath-
ering and formalizing domain knowledge and encoding it into machine language 
(Ribes and Bowker 2009). The field of ontology engineering provides the methods 
and methodologies for formally representing concepts and relationships of a do-
main. As mentioned earlier, ontologies can be built from scratch by an ontology en-
gineer and a domain expert or they can be learned. In the latter case, an ontology 
algorithm learns from a set of data (typically text) and the results are turned into an 
ontology (Cimiano 2014). The field of ontology learning is concerned with the devel-
opment of methods that can induce relevant ontological knowledge from data 
(Mädche and Staab 2004). It integrates ontology engineering and machine learning 
and thus semiautomatically supports the ontology engineer.

In this respect, scholars in semantic computing have largely defined two impor-
tant research directions. First, in order to design ontologies that create not- yet- 
known knowledge, better learning algorithms shall “assist a human in the process of 
modelling more complex axioms” by inducing “more complex and non- trivial rela-
tionships” from the vocabulary of large datasets (Cimiano 2014, vi). Second, “in 
order to exploit the capabilities of both humans and machines optimally” (vi), 
methodologies for human- machine collaboration are seen as an urgent research de-
sideratum. Simperl et al. (2014, 225) emphasize that “despite constant progress in 
improving the performance of corresponding algorithms and the quality of their 
results, experiences show that human assistance is nevertheless required.” 
Thus, infrastructural elements such as ontologies are fabricated in semiauto-
mated processes by learning algorithms and humans. And they are envisioned to 
be designed in this hybrid way in a computationally rigorous and methodically 
sound manner. With a focus on these two aspects, the remainder of this chapter 
discusses the entanglement of sociomaterial practices, techno- epistemic frame-
works, and socioeconomic structures.

Distributed Agencies in Ontology Learning

This section illustrates how ontologies are learned from various sources. In order to 
show some continuities and differences between older and newer systems, I refer to 
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two projects: Cyc, which was started in 1984 by Douglas Lenat and is developed by 
the Cycorp company, and ConceptNet, which was launched in 2004 at the MIT Media 
Lab as part of the Open Mind Common Sense project and is developed as an open 
source project by Luminoso Technologies. Cyc is an expert- driven AI project assem-
bling a comprehensive ontology and knowledgebase of everyday commonsense 
knowledge. ConceptNet is a semantic network organizing a crowdsourced knowl-
edge base of common sense. According to the website of Cycorp, the domain of Cyc’s 
core ontology is “all of human consensus reality.” In her analysis of the intrinsic 
politics of the Cyc project, Alison Adam (1998, 82) explains how Lenat, “sees the 
route to common sense through lots and lots of knowledge” and not as fundamen-
tally different than the knowledge represented in expert systems. Adam (86) and 
others (e.g., Forsythe 1993) have criticized Cyc’s foundationalist epistemology that is 
based on the assumption that a “real world about which we will all agree” can be 
represented. Cyc has been set up as an expert- defined ontology, and all assertions 
and facts have been entered by knowledge engineers of Cycorp. To accommodate 
multiple points of view and contradictory assertions, Cyc is divided into thousands 
of microtheories or contexts. Microtheories are focused on such issues as a particu-
lar domain of knowledge, interval in time, and level of detail. However, “there is little 
evidence to suggest that individuals compartmentalize their common sense in such 
a manner,” Adam (1998, 88) remarks critically: “all these myriad assumptions have 
to be made explicit” in Cyc because it “is not situated in the world.” As Lucy Such-
man (2007, 144) explains, projects such as Cyc “exemplify the assumption, endemic 
to AI projects, that the very particular domains of knowing familiar to AI practitio-
ners comprise an adequate basis for imagining and implementing ‘the human.’ ” Ul-
timately, for Adam (1998), the use of microtheories still represents the universality 
of a knowing subject that structures its own knowledge and beliefs but just in greater 
detail. Meanwhile, the knowledge base contains over 500,000 terms, including about 
17,000 types of relations, and about 7 million assertions relating these terms  (Cycorp 
2017). Most entries into Cyc are in the form of semiautomated, natural language ac-
quisition. It can access relational databases and semantic resources to supplement 
its own knowledge base.

ConceptNet is set up as a huge semantic network of commonsense knowledge 
that includes knowledge from expert- created resources but also uses crowdsourc-
ing to retrieve data from the public. To get an idea of the epistemic nature of the 
common sense in ConceptNet, I tried a simple query searching for the concepts 
“man” and “woman.” I performed this first query in January 2016 with Concept-
Net’s version 5.4 that was then accessible at the MIT website. ConceptNet infers 
everyday basic knowledge or cultural knowledge. It defines concepts and connects 
them by relations such as “IsA” or “RelatedTo.” The output of a query is a list that 
represents relations between words as triples of their start node, relational label, 
and end node: the top result of my query for “man” is the assertion that “a man is a 
male person” and is expressed as “man– IsA→male person.” In contrast, the top 
result for the concept “woman” is “woman– HasA→baby” referring to the assertion 
that “women can have babies.” In summary, the search generates long lists of re-
sults defining what a man or a woman “Is,” what s/he is “UsedFor,” what s/he 
“Desires,” is “CapableOf,” and so forth. “Man” and “woman” both are defined by 
descriptions qualifying them as “adult persons” and the two concepts have some 
common characteristics that, at times, seem rather random (e.g., a wo/man can 
chair a committee). However, the overall results reconstitute asymmetric and hetero-
normative gender differences. They disproportionally refer to women’s reproductive 
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qualities (e.g., woman– CapableOf→getting pregnant), looks (e.g., woman– 
CapableOf→carrying purses), love interests (e.g., woman– CapableOf→hunting a hus-
band), sexuality (e.g., woman– CapableOf→pleasing a man and→touching her cunt) 
and other stereotypical attributions (e.g., woman– CapableOf→spending money). 
The results for “man” do also contain sexually explicit language (e.g., man– 
CapableOf→eating pussy) and invoke stereotypes of masculinity (e.g., man– 
CapableOf→oiling a hinge and→hunting an animal). However, they show a wider 
variety of capabilities and interests (e.g., man– CapableOf→believing in god). The 
relation “Desires” specifies that “a woman wants to be loved and wants a man,” 
while “a man wants a woman, respect, and honesty.” Whereas a woman is “Used-
For having sex with, having fun, bearing children,” there is no entry in this rela-
tion for the concept “man.”

While expert- driven ontologies might represent what Adam referred to as 
TheWorldAsTheirBuildersBelieveItToBe,7 the content generated by ConceptNet 
5.4 cannot be attributed to a particular group of authors, to a particular database, 
or to a human or algorithmic practice. The results of these queries simply seem to 
reflect particular discourses represented on the Internet. In recent years, an 
emerging community of researchers in discrimination- aware data mining 
(DADAM) and fairness, accountability, and transparency in sociotechnical sys-
tems (FAT) has been working on removing structural bias from automated deci-
sion making and machine learning (e.g., Pedreshi et al. 2008; Kamiran and Calders 
2009; Sweeney 2013; Berendt and Preibusch 2014, 2017; Barocas and Selbst 2016; 
Crawford et al. 2016; Veale and Binns 2017; Dobbe et al. 2018).8 Caliskan- Islam et 
al. (2016, 1) acknowledge the fact that machine learning from ordinary language 
results in “human- like biases” and thus may “perpetuate the prejudice and un-
fairness that unfortunately characterizes many human institutions.” They refer 
to  meaning generated from text corpora and to so- called word embeddings, a 
widely used semantic technique that represents words as a vector in a vector 
space, based on the textual context in which the word is found. For example, if the 
word “programmer” frequently appears close to the word “man” or “male” in 
text corpora used for machine learning, the word embedding of “programmer” 
implies that this profession is held by men. Bolukbasi et al. (2016, 4349) show 
that “even word embeddings trained on Google News articles exhibit female/
male gender stereotypes to a disturbing extent.” They demonstrate in detail the 
way in which “word embeddings contain biases in their geometry” and warn 
that “their wide- spread usage . . . not only reflects such stereotypes but can also 
amplify them” (4350). For instance, due to the semantic proximity of “program-
mer” and “man,” a decision support system may automatically prioritize job ap-
plications of male programmers over applications of female programmers. 
Using the judgment of crowdworkers from Amazon Mechanical Turk (see next 
section), Bolukbasi et al. claim that they have developed algorithms that “sig-
nificantly” reduce gender bias.

In November 2016, ConceptNet 5.5 was released. It builds on the same data 
model as the previous version but includes new word- embedding features (Speer 
et al. 2017).9 “We want to provide word vectors that are not just the technical best, 
but also morally good,” Rob Speer (2017a) blogged when he announced the latest 
changes to the system.10 To improve the system, it uses “lexical and world knowl-
edge from many different sources in many languages” (Speer et al. 2017, 4444) and 
introduces the “semantic space ConceptNet Numberbatch,” “which incorporates 
de- biasing to avoid harmful stereotypes being encoded in word representations” 
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(Speer 2017b). Extending Bolukbasi and colleagues’ (2016) debiasing method, 
Speer et al. (2017) cover multiple types of prejudices, including biases based on 
gender, religion, and ethnic descent. From my query examples above, it seems ob-
vious that the text corpora included pornographic sources when learning what is a 
“woman” or a “man.” And indeed, as Speer (2017a) explains, a system “is going to 
end up learning associations for many kinds of words, such as ‘girlfriend,’ ‘teen,’ 
and ‘Asian’ ” from the huge amount of porn on the web. In the case of gender bias, 
Speer uses Bolukbasi et al.’s “crowed- sourced data about what people consider 
appropriate” (e.g., the distinction between a female “mother” and a male “father”) 
and then algebraically eliminates inappropriate distinctions between the genders 
(e.g., the assumption that a “homemaker” is female and a “programmer” is male). 
To see the changes that ConceptNet 5.5 entails, I returned to my earlier example 
and repeated my query for the concepts “woman” and “man.” The results included 
lists of “synonyms,” “related terms,” “types of woman/man,” and “context” or “de-
rived terms.” The web interface now also shows the provenance of the data. My 
query results include content from OpenCyc and lexical databases such as Open 
Multilingual WordNet, bot- generated content from Wiktionary, as well as content 
from crowdsourced platforms such as DBpedia and from Verbosity, a game that 
collects commonsense facts from its players. A comparison with the previous re-
sults shows that pornographic references have largely been eliminated. However, 
despite the debiasing efforts, the results still evoke hierarchical gender discourses. 
“Woman” is related to qualities such as “effeminate” and “womanish” and to objects 
such as “dress” (whereas “man” is not related to any type of clothes). Some rela-
tions do not make sense without further inquiry. For instance, the assertion that 
“woman” is related to “furnish” has been taken from Wiktionary which states that 
“to woman” has the meaning of “to furnish with a woman.”11 Some relations are 
not traceable.12 The output for “woman” lists person descriptions such as “lady,” “fi-
ancée,” “mother,” “human,” “servant,” and “wife.” A “man” is described as “alum-
nus,” “crew,” “boyfriend,” and “hawk.” In the category “types of woman” we find 
stereotypical prototypes such as “goddess,” “man eater,” “queen,” “slut,” “wife,” and 
“Cinderella.” “Types of man” are, for instance, “father figure,” “Adonis,” “black,” 
“boyfriend,” “checker,” “dandy,” “ejaculator,” “eunuch,” and “ex- husband.” In fact, 
these definitions are misleading at first sight. When going back to the respective 
sources, I found that a “slut” is a “woman” or that a “eunuch” is a “man” rather than 
the other way around. This reveals a core problem when trying to define a “man” or 
a “woman.” From the perspective of feminist and queer theory, the assignment of 
defining “man” and “woman” identifies these concepts as empty signifiers that 
can only be defined as a relation of difference to the other without being able to de-
fine an ontological essence of “man” or “woman.” In line with this, the list of ant-
onyms defines that a “woman” is not a “man,”13 a “girl,” “male,” or a “fisherman” and 
that a “man” is not a “boy,” “female,” “woman,” “animal,” “baby,” or “servant” (note 
that “a woman is related to servant” as indicated above).

Despite these findings, Speer (2017a) claims that after debiasing, “the inappro-
priate gender distinctions have been set to nearly zero.” But with regard to racist 
bias and bias relating to religion, “we don’t have nice crowd- sourced data for ex-
actly what should be removed in those cases.” Instead, Speer aims to “de- correlate 
them with words representing positive and negative sentiment.” Since the concept 
of “black man” came up in my searches for “man,” I followed that path and tried a 
query for “black man/woman” and “white man/woman.” In my first search before 
the debiasing efforts, a query for “black man” defined this concept with relations 
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such as “a black man is reaching into a clothes dryer,” “. .  . is cleaning a laundry 
machine,” “. . . is related to evil,” and “. . . has been shot.” A query for “black woman” 
delivered no entries. After the latest changes, the query for “black man” generates 
a short list simply stating that the concept is derived from “black” and from “man” 
and relating it to “demon” and “evil.”14 Interestingly, ConceptNet picked up the fig-
urative meaning of “black man” as an “evil spirit or demon” from English Wiktionary, 
whereas references such as “male member of an ethic group” or “sub- Saharan 
African decent” did not find their way into ConceptNet 5.5. In contrast, “white 
man” is related to “Caucasian,” “European,” “good old boy,” or “white trash.” A 
“white woman” is simply a “white person.” The concept “black woman” still does 
not exist, it “is not a node in ConceptNet.”15 My query results reveal asymmetries 
between the representation of “black” and “white” man as well as between “black 
man” and “black woman” and between “white man” and “white woman.” Drawing 
the line between positive and negative sentiments requires context, as Speer 
(2017c) points out, and clearly these simple queries cannot capture the way in 
which “algorithmic racism” becomes performative. Indeed, Speer’s own examples 
provide a better understanding of how indirect discrimination is enacted through 
word embeddings. In order to explore which sentiments the system associates 
with names of different origins, he uses lists of names that reflect different ethnic 
backgrounds “mostly from a United States perspective.” His research shows that 
“the sentiment is generally more positive for stereotypically- white names, and 
more negative for stereotypically- black names.” Another example reveals how a 
racist bias that relates “Mexican” to “illegal” calculates negative sentiment for 
Mexican food and, as a consequence, may rate Mexican restaurants lower than 
others. Clearly, consequences are even more severe in areas such as education, 
employment, health, counterterrorism, and policing (see, e.g., Browne 2015; Cam-
polo et al. 2017; Buolamwini and Gebru 2018).

From a technological perspective, debiasing is not a trivial task. The research 
that is done to avoid “representing harmful stereotypes” (ConceptNet5 2017) and 
“amplifying human- like biases” (Caliskan- Islam et al. 2016, 1) seems to be a 
driver to improve infrastructural components of machine learning and AI overall. 
However, as some of the above quotes imply, the problem is largely diagnosed as 
existing in society; the technical solutions seek to adjust human shortcomings. 
Apparently, practices of debiasing rely on the idea that gender stereotypes can be 
removed easier than racist bias. Practices of solving gender bias aim to remove the 
hierarchy of two gendered terms. They do not question the gender binary itself but 
attempt to create symmetry between binary terms. Acknowledging that “gender 
associations vary by culture and person,” Bolukbasi et al. (2016, 4354) legitimize 
their method by using the judgment of US- based crowdworkers to draw a line 
between “appropriate” (e.g., sister/brother, matriarch/patriarch) and “inappropri-
ate” (e.g., nurse/surgeon, midwife/doctor) gender differences.16 In comparison, 
racism and religious prejudice are seen to be multilayered and more complex (Speer 
2017a). However, using “positive” and “negative” sentiment to identify racism in 
the meaning of language still follows a binary logic.

As Winthereik, Maguire, and Watts (this volume) point out, infrastructures are 
sites of experimentation and methodological challenge. Developers indeed experi-
ment with and learn about bias in language when working to improve methods and 
systems (see also Schmidt 2015). Based on these experiments, they define biases 
and find methods for debiasing. Thus, they also negotiate differences based on 
constructions of gender, race, ethnicity, and religion. Speer et al. (2017, 4444) 
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describe ConceptNet as “designed to represent the general knowledge involved in 
understanding language, improving natural language applications by allowing the 
application to better understand the meanings behind the words people use.” To 
understand meaning, as the quote states, involves general knowledge and context. 
However, I want to add, it is not only about the way that people use words but about 
how language is entrenched in discourse and in situated and embodied knowl-
edge.17 Creating a debiasing method is a material- discursive practice of negotiat-
ing boundaries. It reactivates gender discourses and embodied knowledge that are 
deeply rooted in history, society, science, and technology. This is also the case for 
experimenting with sentiment analysis when trying to interpret the affective ecol-
ogies of racist structures and practices in society. Following Judith Butler, the re-
affirmation of difference and of thinking in binaries is a practice that becomes 
performative through acts of reiteration.18 As Barad explains, performativity is not 
merely a discursive but also a material process. Practices of boundary drawing 
and of (re)constituting difference as exclusionary practices are effects of and, at 
the same time, (re)constitutive of power relations. The methods deployed by devel-
opers reiterate/shift meaning; they are material practices with infrastructural 
consequences.

Boundaries Unfold

Alison Adam (1998) has raised the issues of how different worldviews are repre-
sented in a system like Cyc and what happens to perspectives and sense making 
that “do not have enough epistemic status to be assigned to a model” (86). “Cyc will 
have to decide whether to be a Marxist or a capitalist and presumably decisions 
will have to be made as to whether CYC is Christian or Jewish, male or female, 
old, young or middle- aged. Cyc’s models of the world are hegemonic models— 
unconsciously reflecting the views of those in powerful, privileged positions” (86). 
The commonsense knowledge represented in ConceptNet is not expert- defined (in 
the narrower sense of the word) but is induced from various sources including 
crowdsourced platforms and applications. However, the information collected 
from these sources and the methods used for information gathering do not repre-
sent multiple worldviews. The very aim of understanding “common sense” nar-
rows the “universe of discourse” down to hegemonic perspectives. They are 
generated and structured through the (boundary- drawing) practices of develop-
ers and the agentive capacities of methods and other infrastructural components. 
These distributed agencies are situated, embodied, and material in (at least) two 
ways. First, practices and methods of debiasing reflect a particular perspective. 
For instance, they include discourses that are specific to the (present- day) US- 
American context in which they are performed and exclude discourses that a 
different perspective might imply. They reflect ethical claims that are aligned with 
professional knowledge that has been described as being shaped by white, middle- 
class, male engineering practices (e.g., Adam 1998; Faulkner 2007; Noble 2018).19 
Second, ConceptNet is an infrastructural resource that plugs into other systems 
and practices, which require commonsense reasoning. It can be used for tasks 
such as data exploration, emotion analysis, trend monitoring, autolabeling, and 
autoclustering or simply “as part of making an AI that understands the meanings 
of words people use” (ConceptNet5 2017). For example, Aditya et al. (2018, 1) sug-
gest using “background ontological knowledge” from ConceptNet to improve 
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systems that answers questions about images in natural language. These systems 
combine image understanding, natural language processing, and commonsense 
reasoning.20 This exemplifies that ConceptNet’s hybrid practices and distributed 
agencies unfold discursively and materially in manifold contexts and in multilay-
ered ways.21

Capitalizing on the Power of Collective Intelligence

The first of two current research directions in semantic computing has been cov-
ered in the previous section: the aspiration to create better learning algorithms to 
induce more complex and nontrivial relationships from large datasets. The follow-
ing sections consider the political implications of the second research direction: 
developing methodologies for human- machine collaboration. Ontology learning 
has different approaches that conceptualize this collaboration. (1) Expert- driven 
approaches create ontologies by learning axioms from domain experts or existing 
ontologies (Lehmann and Völker 2014). According to the literature, interaction 
with experts needs to be kept to a minimum to reduce their workload (e.g., Rudolph 
and Sertkaya 2014). Consequently, a user- assisted ontology learning approach sug-
gests that interactive knowledge acquisition algorithms gather knowledge from 
domain experts by asking them questions. (2) Ontology learning from databases uses 
extraction algorithms to automatically build ontology models (Cerbah and Lam-
mari 2014, 207). Yet, low- level tasks, such as data cleaning and removing inconsis-
tencies in databases, form the foundation for ontology learning algorithms 
(Maynard and Bontcheva 2014). To improve the quality, these tasks are done man-
ually. (3) Capturing the semantics from social tagging systems exploits the emergent 
semantics within the large bodies of human- annotated content in social media 
(Benz and Hotho 2014). Tagging or social annotation is a form of creating meta-
data.22 “The fact that large user populations are effectively involved in the creation 
of metadata opened up new possibilities and challenges to the field of ontology 
learning” (Benz and Hotho 2014, 176). Collaborative tagging is seen as “grassroots 
semantics” and thus an alternative to the top- down paradigm of expert- created 
ontologies. From this, the roles of human actors in human- machine collaboration 
become clearer.

Ontologists are knowledge engineers who cooperate with domain experts or 
specialists in a particular field of knowledge. Tool developers build semantic arte-
facts conforming to user requirements. Considering the previously mentioned 
lower- level tasks, moreover, recent methodological developments suggest that 
“specific Semantic Web problems such as entity extraction and linking, ontology 
mapping, semantic annotation, conceptual modeling, or query resolution and pro-
cessing could be approached by assemblies of scalable, automatic and high- quality 
human components” (ISWC 2013, emphasis added). With the emergence of labor 
marketplaces such as Amazon Mechanical Turk and CrowdFlower, the idea of the 
“wisdom of crowds” or “collective intelligence” also started to pop up in semantic 
computing. In 2013, workshops and conference papers at the major semantic 
computing conferences began to explore the potential of “harnessing human com-
putation” (Simperl et al. 2014, 230) and of “capitalizing on the power of collective 
intelligence” (226). Meanwhile, the research community widely agrees that some 
core techniques in building a semantic infrastructure fall short of the vision of 
automation. Also, they are too time- consuming and costly to be solved by experts 
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and ontologists and thus need to be solved by “the crowd.” While there is an on-
going debate on crowdwork from a workers’ rights perspective (see Cherry 2009; 
Scholz 2013; Platform Cooperativism Consortium 2018), I will examine how 
crowdwork is being discussed and practiced in technical terms. I base this on an 
analysis of technical papers and my own observations at crowdsourcing tutorials 
and workshops.23

The Crowd as Part of the Apparatus of Semantic Computing

Generally speaking, crowdwork has different genres (Simperl et al. 2013): (1) Mer-
chandised labor or microwork is performed by unskilled workers supposedly with 
only basic numerical and literacy skills. Workers are paid a small amount of money 
for completing low- complexity to medium- complexity microtasks via the Internet. 
(2) Games with a purpose, such as Verbosity (see above), are small games during 
which players describe images, text, or videos and may not necessarily be aware 
that they contribute work or conceptualizations to a system. (3) Altruistic crowd-
sourcing is done for free, for example, in citizen science projects. These three genres 
are described as highly complementary and can be integrated into hybrid- genre 
workflows.

In semantic computing, tasks that can be performed by crowdworkers are, for 
example, specifying term relatedness (e.g., for ontology creation), verifying rela-
tion correctness (e.g., for ontology evaluation), verifying domain relevance (for 
automatic ontology learning), and specifying relation types such as equivalence, 
subsumption, disjointness, or instanceOF (Hanika et al. 2014, 186). Figure 1 shows 
examples of respective microtasks. In regard to the quality of crowdsourcing re-
sults, several studies have shown that the crowd performs better in commonsense 
knowledge than in domain- specific knowledge, but in aggregate, the workers per-
form on par with experts (6).

To create and manipulate ontologies, engineers use ontology editors that assist 
them in structuring and relating concepts to each other. Stanford’s Protégé has 
become the leading ontology editor and earned its developers the SWSA Ten- Year 
Award at the International Semantic Web Conference 2014. WebProtégé, an exten-
sion of the editor, allows a larger distributed group of knowledge experts to con-
tribute to the process of engineering large scale ontologies. Considering the good 
results of crowdwork, several research groups have also suggested facilitating 
the integration of crowdsourcing into ontology engineering (see Noy et al. 2013; 
Bontcheva et al. 2014; Hanika et al. 2014). For instance, the uComp Protégé plugin 
helps ontology engineers to crowdsource tasks directly from within the popular 
ontology- editing environment (see figure 2; Wohlgenannt et al. 2016). As the authors 
explain, a hybrid- genre crowdsourcing platform flexibly allocates the received 
tasks to games with a purpose and/or microwork labor platforms. The interface 
selects the appropriate crowdsourcing genre and creates the relevant crowd jobs. 
By default, all created jobs are assigned to “level 3” CrowdFlower workers who are 
assumed to be the contributors delivering the highest quality work. They have a 
high confidence value and accuracy rate. For ontologies in English, the authors 
suggest restricting the jobs to workers in Australia, the United Kingdom, and the 
United States. Completing a microtask, such as the ones depicted in figure 1, pays 
an average of $0.05. As I learned at the Tutorial@ISWC2014, the reward scheme 
not only considers the level of fair pay for particular classes of workers but also 
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seeks to identify the pay level that attracts enough good workers but not too many 
spammers. Higher pay will get a job done faster but not necessarily with better 
quality. Even higher pay lowers the quality of data gathered because it increases 
the number of spammers. The definition of high and low pay differs widely from 
country to country. With the option to restrict the tasks to workers from a particu-
lar country, systems such as the uComp plugin also allow, for example, a different 
pay rate for workers from the United States than for workers from India. Hence, 
due to its embeddedness in digital marketplaces and tools such as uComp, low pay 
is inherent to microwork. However, many researchers in this field argue that it is 
not always just about the money but about intrinsic motivation “driven by the in-
terest or enjoyment in the task itself” (Simperl et al. 2013, 25). The uComp platform 
finally collects and combines crowdwork harvested by various genres and pres-
ents the results to the ontology engineer.

The digitization of labor and the post- Fordist formation of work relations have 
been theorized under the labels of cognitive capitalism, communicative capital-
ism, and immaterial labor. Scholars such as Yann Moulier Boutang, Jodi Dean, 
Michael Hardt, and Antonio Negri or Paolo Virno analyze how knowledge work has 
become a main source of capital accumulation in present- day capitalism. The re-
search fields of semantic computing and ontology engineering strongly resort to 
epistemic narratives of automation, while at the same time, in practice, they rely 
on “assemblies of scalable, automatic and high- quality human components” and 
thus the cognitive and embodied labor of crowdworkers. Crowdworkers edit the 
basic data infrastructure underlying semantic technologies and machine learning 

FIGURE 1:  CrowdFlower job for (1) the verification of domain relevance and (2) the verification of relation 
correctness. Source: Hanika et al. (2014, 8).

FIGURE 2:  Ontology engineering workflow using the uCopm plugin. Source: Hanika et al. (2014, 5).
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(see Irani and Silberman 2013). They are supposed to be the reasoning machines 
that solve what algorithms cannot. This ideological practice relates the notion of 
scalability to “human components” and discursively dehumanizes crowdworkers. 
The material equivalent of this sort of “othering” is a form of economic precariza-
tion that has become an integral part of the semantic infrastructure that is being 
built. Even monitoring the quality of microwork “takes place largely automatically 
through algorithms” (Kuek et al. 2015, 7) that will eventually decide if a worker 
gets paid at all.

Building an Infrastructure for the Global North

Whether or not researchers suggest restricting microwork to English- speaking 
countries, the statistics on crowdworkers provide a better insight into who helps 
build the foundation of the evolving semantic infrastructure. According to a report 
on “The Global Opportunity in Online Outsourcing” by the World Bank Group, al-
most two- thirds of workers in the global online- outsourcing industry (including 
crowdwork and online freelancing) come from the United States, India, and the 
Philippines, followed by Pakistan and the United Kingdom (Kuek et al. 2015, 29). 
Serbia and Romania contribute a high number of workers in Europe. Measured in 
the percentage of crowdworkers in a country’s total labor force, the Philippines 
leads Serbia, Romania, Canada, and the United States. Demand for online out-
sourcing is driven by private- sector clients in Australia, the United Kingdom, and 
the United States. Whereas 38% of all microworkers have a bachelor’s degree or 
higher, 80% of Indian workers for Amazon Mechanical Turk have a bachelor’s de-
gree or higher (32). Globalization also has a peculiar dynamic with gendered par-
ticipation in crowdwork: Amazon Mechanical Turk in the United States employs a 
large number of women (65%), while in India they use mostly men (70%) (31). Be-
cause microtasks in ontology engineering require some understanding of data 
structures and classifications, workers need more than basic numerical and liter-
acy skills (see Erickson, Sawyer, and Jarrahi, this volume). The field benefits mas-
sively from the technically educated, cheap workers available in the Global South 
who also perform extremely low- paid work such as annotating visual content. That 
means that the researchers and consumers of the Global North presume that auto-
mated, nonhuman processes deliver results. In fact the “human components” of 
the South deliver invisible and, moreover, badly paid work (see also Aytes 2013 
and Crain et al. 2016).

The microwork market is dominated by two big players, Amazon Mechanical 
Turk and CrowdFlower. Most platforms do not have a minimum wage; workers 
typically earn $2 to $3 per hour.24 “Online workers in most countries do not re-
ceive the benefits of unionization, collective bargaining, social benefits, or legal 
protection such as minimum wage laws” (Kuek et al. 2015, 4). While governments 
of the Global North largely ignore this silent undermining of labor rights and de-
spite an emerging resistance from US- based crowdworkers (see Scholz 2016), the 
World Bank sees good opportunities in digital labor for the developing world. In 
particular, because of businesses’ growing demand for data gathering, cleaning, 
mining, and packaging, the World Bank estimated that the market for digital labor 
would reach “USD 32 billion by 2017— about six time the growth rate of the overall 
information and communication (ICT) market” (16). New opportunities “that 
would not feasibly be performed” without digital marketplaces include large- scale 
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image tagging and categorization, driven by the rapid growth in data (22). Therefore, 
the report suggests removing legislative and regulatory barriers that inhibit the 
growth of the online outsourcing industry. With this, it refers to workers’ rights and 
taxes that “can create asymmetries in the market” (60). “Governments in developing 
countries need to make an explicit decision between the social good of ensuring a 
fair minimum wage for workers and the potential economic impact that wage laws 
may have on the growth of the industry,” the World Bank notes (59). Instead of advo-
cating fair wages, it emphasizes the importance of ensuring a supply of suitable 
workers, for example, by raising English- language literacy and IT proficiency (53).

When analyzing crowdwork’s role in expanding the reach of the neoliberal 
economy in cognitive capitalism, Ayhan Aytes (2013, 90) points to the distinct con-
ditions for the workers of the South, which “could be described as the gray zones of 
international laws that are designed by neoliberal policies to take advantage of 
stark regional differences in labor costs.” Referring to Aihwa Ong (2006), who con-
ceptualizes this as a “system of exception,” he explains that the deterritorialization 
of labor is linked to a labor arbitrage that “breaks apart the traditional relation-
ships between the national labor legislations and the worker as citizen” (Aytes 
2013, 91). In her analysis of the gendered and racialized dimensions of migrant 
household and care work, Encarnación Gutiérrez- Rodríguez (2010) elaborates on 
the persistence of the “coloniality of labor.” Migrant household and care work “is 
codified by a historical moment of appropriation as ‘available’ and ‘disposable’ 
labor due to its cultural predication. . . . Feminized and racialized subjects are tar-
geted as ‘raw material’ as their labor is codified as ‘natural’ [referring to ‘natural 
female’ faculties], not in need of capital investment or pursuing a strategy of 
capital accumulation” (44). In the words of Gutiérrez- Rodríguez, the societal de-
valuation of domestic work and of crowdwork results from its cultural codifica-
tion: “Neither the concrete labor- time nor the concrete labor- power defines its 
value” (92). “The availability of a critical mass of semantic content . . . is generally 
accepted as being one of the core ingredients for the wide adoption of semantic 
ontologies,” Bürger et al. (2014, 209) emphasize. Nevertheless, crowdwork is 
claimed to be unskilled and driven by intrinsic motivation and thus not by a need 
to generate a fair income. Gutiérrez- Rodríguez (2010, 92) goes on to explain, “If the 
labor produced by the worker is socially characterized as ‘unskilled labor,’ then its 
value character is socially considered inferior to ‘skilled labor.’ ”25 The devaluation 
of some sort of labor depends on the quality attributed to it by society. The value of 
domestic work and crowdwork is “preset by a cultural system of meaning produc-
tion based on historical and sociopolitical systems of gender difference and racial-
ized hierarchies” (92). Digital marketplaces built to organize work as distributed 
microtasks exploit cheap female labor and even cheaper labor from the South 
for the economic interests of the Global North.26 Value is “a historical, social and 
cultural outcome” (92). Gutiérrez- Rodríguez describes a phenomenon like labor 
arbitrage not merely in market terms, but as a colonial legacy and a social process 
of hegemonic struggles. As Aytes (92) suggests, the consequences of labor arbi-
trage are further accentuated by the temporality of the digital network that creates 
another effect— the time arbitrage: “The crowds of the global South are materially 
configured within the machinic always- on time of the networks through their im-
material labor in order to fuel the linear material progress that characterizes 
Western temporality.”27

As the similarities between the two fields of labor show, (undocumented) do-
mestic work and crowdwork “engender a place of ‘exteriority’ or ‘colonial differ-
ence’ ” (Gutiérrez- Rodríguez 2010, 44). Both domestic workers and crowdworkers 
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suffer vulnerable working conditions, unregulated work times, and a high depen-
dency on the employer or an opaque technical evaluation system. The unprotected 
state of both of these groups of workers is maintained by the circumvention of na-
tional labor laws. Yet, while the global care chain relies on the migration of female 
workers to the Global North, the deterritorialization of human microwork keeps 
national border regimes in place.

Performing Difference and Structural Inequality

This chapter has analyzed how the apparatus of semantic computing and its infra-
structuring practices are materially and discursively performative in their co-
emergence with techno- epistemic discourses and politico- economic structures. It 
has focused on practices of ontology learning and has traced two research trajec-
tories that shape the field: (1) the aim to create not- yet- known knowledge by induc-
ing more complex and nontrivial relationships from large datasets and (2) doing 
this by combining human and machine intelligence. The availability of huge amounts 
of different data has inspired new, semiautomated ontology engineering and 
machine learning practices. In combination with practices of crowdsourcing and 
the use of a global labor force, this dynamic seems to integrate multiple perspec-
tives and to prompt a democratization of knowledge creation. It appears to shift 
ecologies of knowledge that were relying on the deductive, expert- driven systems 
of early AI toward decentralized and more open processes of reasoning within the 
inductive, data- driven semantic infrastructure. Building infrastructural elements 
from everyday language and commonsense knowledge is a particularly valuable 
resource for training intelligent systems.

The intransparency and distributed agencies of ontology learning processes do 
not allow for a general empirical statement on the kind of hegemonic struggles en-
acted by the apparatus of semantic computing; nevertheless, my ethnography of 
practices of infrastructuring strongly points to the problematic nature of epis-
temic claims raised by techno- scientific expert discourses. With its roots in AI and 
machine learning, the epistemic narratives of automation and machine intelli-
gence have provided a foundation for the field of semantic computing. However, 
“human computation” is becoming an integral part of its methodologies. This 
contradiction obscures the way in which the knowledge represented through 
commonsense ontologies and algorithmic performances of “the everyday” (Bar-
getz 2014) is entrenched in power relations (see also Allhutter, forthcoming): 
(1) When creating ontologies, the hybrid practices of boundary- drawing essentially 
try to define concepts and their relations by excluding other material- discursive 
configurations of the world, and, thus, perform difference. I suggest that acknowl-
edging that semantic infrastructuring (or making meaning infrastructural) af-
fects and is affected by power relations allows us to analytically grasp the 
hegemonic ways in which difference becomes performative. In reference to Lucas 
Introna (2016, 27) and John Law, I want to suggest that ontology engineering and 
machine learning are “empirical practices with ontological contours. Their actions 
are not just in the world, they make worlds” (emphasis original). And, I want to 
add, they affect different subjects, bodies, and the objects related to them in differ-
ent ways. (2) Crowdsourced data do not reflect a free competition of opinions and 
views but reflect particular discourses. Shaped by restrictions in global access 
and other aspects such as censoring practices of platforms or the anonymity of 
much (e.g., offensive) web content, this discourse represents communication and 
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information specific to web culture(s). The view that online content merely reflects 
society (e.g., biases that characterize many human institutions) ignores that this 
content does not represent real- world diversity. It ignores that the data that are 
used to train systems are already a product of the sociomaterial transformation of 
language and discourse and of intransparent practices of data processing. (3) I have 
argued that human microwork plays a substantial role in building the foundations 
of a semantic infrastructure and in supporting epistemic claims of automatic rea-
soning and machine intelligence. As I have shown, methodologies and practices of 
human- machine collaboration configure human- machine relations differentially 
with regard to automation and scalability. While the workload of “working ontolo-
gists” and experts is to be reduced through machine- learning techniques, “the 
crowd” is subject to ideologies building on the unquestioned presumption that a 
global cheap work force is available around the clock. Crowdwork includes knowl-
edge providers from the Global South, but the nature of microtasks does not allow 
thinking outside predefined options. It is hardly possible to articulate alternative 
ways of knowing. Moreover, the system measures workers’ performance against 
a “gold standard,” and workers with high “error rates” have less or no pay. While 
crowdworkers perform infrastructure work that generates economic value and 
promises economic prosperity for the future, the perspectives of these knowledge 
providers will hardly shape the infrastructural components that they help build.

These hybrid practices for creating a semantic infrastructure are enacting phe-
nomena of difference and structural inequality. They are ideologically invested 
and contingent on a transnational division of labor. They emerge in relation to co-
lonial pasts and presents and enact, continue, and transform global economic pro-
cesses. The digitization of knowledge work and the implementation of crowdwork 
into the apparatus of semantic computing are part of the post- Fordist transforma-
tion of a transnational division of labor. We have to consider this phenomenon also 
in light of ongoing changes in other sectors.28 Looking at infrastructure work from 
this broader perspective shows how a meaning-centered “semantic” infrastructure 
for machine learning and AI co-emerges with economic and political practices 
that adapt the regime of capital accumulation by establishing a renewed form of 
transnational exploitation.
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Notes

 1. The notion of “working ontologists” in the title of this chapter was inspired by a practice guide to 
semantic web technologies by Allemang and Hendler (2011).

 2. Computers “understand” a machine- processible relative form of “meaning” by linking terms and 
concepts.

 3. Researchers in this field have access to user data collected by free apps that they provide; users con-
sent (often unwittingly) to loss of privacy when agreeing to the terms and conditions. “We have no 
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privacy anymore. Our information is somewhere and I’d like to be able to use it” (computer scientist 
Yolanda Gill in Q&A after her keynote at ISWC2014).

 4. In computer science, the term “ontology” roughly refers to a formal representation of a domain of 
knowledge. In philosophy, ontology is used “to talk of what is in the world, or what reality out there 
is made of” (Law 2017, 31). Rather than attempting to define a reality or several contested realities, 
in STS “ontologies are relational effects that arise in practices . . . and . . . since practices vary, so too 
do objects” (43). STS scholars usually use “ontologies in the plural, and accordingly the focus of 
analysis is on the always fluid and unstable processes by which ontologies come into being” (Van 
Heur et al. 2013, 342). The notion of ontology is used “to signify the centrality of objects in constitut-
ing socio- technical relations” (355). This chapter examines the relational effects emerging with 
practices of ontology engineering as applied in computer science. In this text, I use the term “ontol-
ogy” and its compositions such as “ontology engineering” predominantly with reference to com-
puter science. To differentiate, I use the notion ontological in italics when referring to the meaning 
prevalent in STS.

 5. For instance, Bowker (2008, 109) has described how the entangled technical, formal, and social 
practices that surround information infrastructures are “implicated with the core of our being and 
of our understanding of the world.”

 6. Despite fundamental conceptual differences between new materialist and historical materialist 
thought— especially as to whether agency is exclusive to the realm of the human subject, authors 
such as Diana Coole (2013) and Hanna Meißner (2016) have pointed to the common threats of these 
traditions of thought.

 7. I borrow this from Adam’s (1998, 88) “TheWorldAsTheBuildersOfCycBelieveItToBe,” which she de-
scribes as informed by middle- class, male, professional knowledge. Ribes and Bowker (2009, 211) 
describe ontology engineering as a process of negotiating knowledge in which “tacitly held differ-
ences should be articulated for the purpose of overcoming them in a single unifying ontology.”

 8. Feminist scholars in STS, HCI, CSCW, and IS have been arguing for the existence of biases in com-
puter systems for many years and have called for computer engineers to take responsibility for 
the social orderings that their technologies produce (see, e.g., Floyd 1992; Oudshoorn et al. 2004; 
Trauth 2006; Suchman 2008; Crutzen and Hein 2009; Bardzell and Churchill 2011; Rommes et al. 
2012; Fox and Rosner 2016; Breslin and Wadhwa 2018). While this research has largely been ig-
nored in most computing fields, some of the critique has found resonance in AI research (Such-
man 2007, 230).

 9. ConceptNet “word embeddings represent words as dense unit vectors of real numbers, where vec-
tors that are close together are semantically related.  .  .  . It represents meaning as a continuous 
space, where similarity and relatedness can be treated as a metric” (Speer et al. 2017, 4445).

 10. With the release of version 5.5, the website has been relaunched at http://conceptnet.io and Con-
ceptNet is not linked to MIT anymore.

 11. A Shakespeare quote from 1603 is given as an example for this meaning.
 12. For example, the assertion that “man” is related to “unanimously” is stated to come from Wiktionary. 

The only link between the words is that the term “unanimously” means “in a unanimous manner.”
 13. Note that the assertion that a “woman is a type of man” in the query results refers to “man” meaning 

“human.”
 14. Moreover, a relation labeled “black man is capable of” is linked to “do this better.” It is not compre-

hensible if this means a Black man “can do something better” or if he is supposed to “do something 
better.”

 15. Joy Buolamwini and Timnit Gebru (2018) reveal the nonrepresentation of women of color in facial 
recognition systems. Safiya Umoja Noble (2018) analyzes how search engines misrepresent women 
of color.

 16. The analogy between sister and brother reflects a family relationship between siblings and is onto-
logically correct. However, the notion of patriarchy refers to a system of male domination over 
women, while the notion of matriarchy refers to a matrilinear society and does not imply female 
domination over men. Thus, this analogy is not correct.

 17. As Barad (2003, 819) reminds us, “Discourse does not refer to linguistic or signifying systems, 
grammars, speech acts, or conversations. . . . Discourse is not what is said; it is that which constrains 
and enables what can be said.”

 18. Butler emphasizes that reiteration carries a potential for shifts and change since a reiteration is 
never exactly the same as what it reiterates.
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 19. See also “Black in AI,” a platform that fosters collaboration and initiatives to increase the presence 
of Black people in AI (https://blackinai.github.io/).

 20. Aditya et al. (2018) combine ontological knowledge and distributional knowledge from ConceptNet 
5.5 and word2vec. For example, a picture of a horse in front of a building may raise the question 
“what is the building in the background?”; the reasoning engine can figure out that it is a barn, be-
cause a barn is a building (ontological) and barn relates more closely (distributional) to horse than 
to, e.g., church.

 21. For example, Allhutter and Hofmann (2014) show how affective gender- technology relations unfold 
in subjective, collective, and structural ways.

 22. Metadata are structured data about an object. They are created by experts or the public or are gener-
ated automatically (Lytras et al. 2014, 46). Nontextual resources are mostly annotated manually, 
which, despite the routine character of this task, means significant costs (Bürger et al. 2014, 199). The 
objective of any metadata mechanism is semantic interoperability: the ability of systems to create 
meaning- based relations between entities.

 23. As part of my fieldwork, I attended the following events: Semantic Annotation of Social Media: 
A  Hands- on Tutorial at the 13th International Semantic Web Conference (indicated in the text as 
Tutorial@ISWC2014), the tutorial on Practical Annotation and Processing of Social Media with Gate 
at the 12th European Semantic Web Conference (Tutorial@ESWC2015), and the 2nd International 
Workshop on Crowdsourcing in Software Engineering at the 37th International Conference on Soft-
ware Engineering (Workshop@ICSE2015).

 24. The World Bank report does not mention differences in wages between workers of different coun-
tries, even though they are an inherent aspect of the digital marketplace. This was mentioned in one 
way or the other at all events that I attended as part of my fieldwork. In all cases, discussions on the 
fairness of unequal pay were dismissed quickly by concluding that this is a problem of the political 
realm that researchers in semantic computing cannot solve (with the exception of Dustdar 2015 at 
Workshop@ICSE2015).

 25. As Aytes (2013, 91) notes, some US- based Amazon Mechanical Turk workers state they were indeed 
motivated by the novelty of the experience, while workers from India or China mostly sell their labor 
for a basic income (see also Kuek et al. 2015, 31).

 26. The weekly contributor profiles on CrowdFlower (2016) show a series of usually one Indian worker, 
one Vietnamese worker, and one American homemaker and mother who enjoys the freedom of mi-
crotasking while her baby is napping.

 27. Another indication of this is that the World Bank report’s list of benefits for online workers includes 
acquiring soft skills such as the ability to manage their own time and to work to a deadline (Kuek et 
al. 2015, 4).

 28. The ongoing changes include the growing service industry entailing a digitization of service work 
but also a feminization of migration and a care drain from low- income countries, or the digital net-
working of industrial value chains (the “Industrial Internet”).
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